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ABSTRACT
Our research aims to study and characterize the redundancy
of software systems. Intuitively, a software is redundant
when it can perform the same functionality in different ways.
Researches have successfully defined several techniques that
exploit various form of redundancy, for example for tolerating
failures at runtime and for testing purposes.
We aim to formalize and study the redundancy of software
systems in general. In particular, we are interested in the
intrinsic redundancy of software systems, that is a form of
undocumented redundancy present in software systems as
consequence of various design and implementation decisions.
In this thesis we will formalize the intuitive notion of redundancy. On the basis of such formalization, we will investigate
the pervasiveness and the fundamental characteristics of the
intrinsic redundancy of software systems. We will study the
nature, the origin, and various forms of such redundancy.
We will also develop techniques to automatically identify the
intrinsic redundancy of software systems.

Categories and Subject Descriptors
D.2.5 [Software Engineering]: Testing and Debugging—
Code inspections and walk-throughs; D.2.4 [Software Engineering]: Software/Program Verification—Reliability

General Terms
Measurement, Reliability

Keywords
Redundancy, equivalence, execution diversity

1.

RESEARCH PROBLEM

Redundancy is often exploited to improve the reliability
of a system through the replication of critical components or
functionalities.
Our work focuses on software redundancy. Informally, a
software system is redundant when it can perform the same
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logical computation through two or more executions that
are at least partially different, either because the code being
executed is different or because it is used in different ways.
Redundancy has been extensively applied to software systems for testing purposes [4, 7, 19] and for tolerating failures
at runtime [1, 2, 14].
Traditional hardware fault tolerance techniques improve
reliability by means of the replication of components. However, software systems suffer mostly from design and development faults that cannot be masked by simply replicating
components. For this reason, the majority of the proposed
techniques overcome such deterministic failures by deliberately designing and implementing multiple versions of the
same components independently [1, 12, 14].
Redundancy has been exploited for software testing as well,
in particular to deal with the oracle problem. To generate
oracles from redundancy, researchers have proposed different
approaches, from the design of independently written versions of the program, which are then used to compare the
outcome [19], to oracles based on formal specifications such
as assertions and algebraic specifications [4, 7].
More recently, a technique called automatic workarounds
was shown to be effective in improving the reliability of software systems by exploiting a form of redundancy that is
intrinsically present in software [2, 3]. This form of redundancy is not introduced deliberately, but it rather occurs as
an intrinsic phenomenon in the development of software. As
an example, consider the redundancy of the Java containers,
where one may add an element using the add or the addAll
method. This redundancy was not designed deliberately to
improve reliability. Still, under certain conditions, one may
use one method if the other one fails.
Researchers have used redundancy for various specific purposes. Our aim is to formalize and study software redundancy
more generally. Our intuition is that a systematic and formal
characterization of redundancy, independent of its applications, would lead to more (and more effective) uses of this
redundancy.
The main expected contribution of this thesis will be the
foundations for the study and the systematic use of the intrinsic redundancy of software systems. We will characterize
redundancy through qualitative and quantitative models. In
essence, these models will somehow express an equivalence in
functionality in combination with a difference in execution.
We will then use these models to study the nature, origins,
and manifestations of the intrinsic redundancy of software,
for example by correlating its pervasiveness within a system
with particular features of its design or development process.

We will then show that such models are helpful directly, as
they allow for a more effective exploitation of software redundancy, but also indirectly, as they may document important
design decisions. Intrinsic redundancy stems from various
sources, and it is not documented as such. Therefore, its
identification requires a non-trivial manual analysis. We will
further exploit both the formalization of redundancy and the
quantitative and qualitative models to develop an approach
to automatically identify intrinsic redundancy.

2.

BACKGROUND AND RELATED WORK

There are several studies on the occurrence of some forms
of redundancy in software. The largest body of work in this
area focuses on the study of code clones. A code clone is a
segment of program code that is syntactically identical or
very similar to other segments in the same program. Most
research work in this area focuses on the problem of detecting
clones, especially in large code bases [9, 11]. Other studies
have also looked at the evolution of clones and how to keep
track and manage code clones [13].
Recent studies indicate that software is also semantically
redundant. Gabel et al. used a graph-based approach to identify semantic code clones [5]. Their analysis of the Linux kernel found more than 3,000 semantic clones. Jiang and Su also
looked for functionally equivalent code fragments that, given
the same input, would compute the same output [10]. The
study of Jiang and Su, which was also applied to the Linux
kernel, reveals more than 600,000 semantically equivalent
code fragments. Carzaniga et al. analyzed Javascript Web
applications including Google Maps, Youtube, and JQuery,
and identified more than 150 sequences of methods that
replicate the functionalities of other methods.
The intrinsic redundancy of software was successfully exploited to test software and to build self-healing systems. In
the context of service-oriented applications, the availability
of multiple versions of similar services has been exploited to
overcome failures caused by malfunctioning services or by
not anticipated changes in the functionalities offered by the
current implementation [16, 17]. Intrinsic redundancy was
also used to avoid failures at runtime. Carzaniga et al. developed techniques for Javascript and Java applications that
can avoid failures by replacing faulty sequences of operations
with others that produce the same outputs or effects [2, 3].
Intrinsic redundancy has been exploited in software testing as well. Doong and Frankl proposed to exploit intrinsic
redundancy to generate tests and oracles [4]. Their approach
relies on algebraic specifications to identify equivalent sequences of operations in the form of axioms. The technique
generates test cases that execute pairs of supposedly equivalent sequences and then compare the resulting objects using
an equivalence check provided by the testers. In a similar
way, Gotlieb considers operation permutations as alternative
operations [7].

3.

RESEARCH GOAL AND CHALLENGES

We propose a systematic study of the intrinsic redundancy
of software systems. We will study the pervasiveness, the
nature, and the characteristics of the intrinsic redundancy
of modern software systems. This characterization will correlate the presence of this form of redundancy with some
features of the design process and other relevant aspects of
the development process of modern software systems.

We explore the following main research questions:
Q1 What is the essence of software redundancy?
Q2 How pervasive is the intrinsic redundancy in software
systems?
Q3 Why is software intrinsically redundant? That is, what
are the sources of intrinsic redundancy?
Q4 Is it possible to identify redundancy automatically?
There does not seem to be an agreed-upon and general
definition of software redundancy [5, 10, 12, 18]. Thus the
goal of Q1 is to provide a formalization of the concept of
software redundancy. Intuitively, redundancy amounts to
performing the same function through different computations.
So the main challenge is to define a framework capable of
expressing the functional equivalence of two executions, and
at the same time characterizing their difference. In particular,
we are interested in a notion of equivalence that abstracts
from the internal state representation, and yet characterizes
quantitatively the difference between two executions in terms
of the intermediate and low-level state transitions.
We propose to employ the formalized notion of redundancy
to measure the pervasiveness of redundancy—and in particular intrinsic redundancy—in modern software systems (Q2).
We plan to start form the redundancy that manifests itself
at the method level. Then, we will move both to lower and
higher levels, considering blocks and statements, as well as
components and applications. The main challenge here is
in the evaluation plan, and in particular in the selection of
the subjects, which must be numerous and diverse enough
to allow us to derive statistically significant results on the
pervasiveness of intrinsic redundancy.
The study on the pervasiveness of redundancy in various
software systems is fundamental to answer question Q3. In
this research question our main goal is both to understand
and to characterize the nature of intrinsic redundancy. We
will determine if, and to what extent, aspects of the software
development process affect, and are affected, by the presence
of intrinsic redundancy. We will investigate whether specific
technical aspects, such as the choice of the design paradigm or
the need to guarantee backward compatibility, induce more or
less intrinsic redundancy in software systems. Our intuition is
that reusable libraries are more intrinsically redundant simply
because they are designed to offer the same functionality
through different interfaces, and that diversity of interfaces
leads quite naturally to redundancy. Similarly, the need to
guarantee backward compatibility may increase the intrinsic
redundancy of software systems.
To answer question Q4 we aim to define techniques to
automatically identify the intrinsic redundancy of software
systems. This has been recognized as an open and challenging problem [18]. We plan to define both a technique to
identify equivalent sequences of methods, and a technique to
quantitatively measure the differences in execution between
two equivalent sequences of methods. We plan to develop a
search-based algorithm to synthesize sequences of methods
whose behavior is equivalent to a given method. Then, with
a set of equivalent sequences of methods, we can exploit
the quantitative metrics proposed to answer question Q1 to
characterize the difference between two executions.

Table 1: Equivalent method sequences found in representative Java libraries and applications
Ant
Guava
SWT
JodaTime
Lucene
GraphStream
Library
213
118
252
12
160
9
Classes considered
804
2078
1494
135
205
132
Equivalences found
3.8
17.6
5.93
11.25
1.28
14.67
Average per class

4.

RESEARCH STATUS

In the first part of the PhD we focused mostly on formalizing the notion of redundancy, and on understanding the
pervasiveness of intrinsic redundancy. Beside those tasks,
we have also tried both to formulate hypotheses on the nature and the origin of intrinsic redundancy, and to define an
approach to automatically identify intrinsic redundancy.

4.1

Formalizing Redundancy

The first concept we express within our framework is equivalence. In particular, we are interested in functional equivalence with respect to the intended behavior of the system
as defined in the specifications. We express the notion of
functional equivalence by defining a relation between two
different sequences of method calls M and M 0 . We refer to
the method sequences involved in such kind of relation as
equivalent sequences. Equivalent sequences are defined as
alternative sequences of operations whose intended behavior
is equivalent to that of the original sequence [2, 3].
We must then develop this notion of functional equivalence,
and in particular we intend to adopt a notion of equivalence
based on observable behavior rather than on internal state
representation. For this reason, we base our definition on the
notion of observational equivalence [8]. We consider equivalent two methods sequences M and M 0 if their execution
can not be distinguished. In particular, the execution of M
and M 0 on two objects may leave the objects in two different internal states. However, if those two states cannot be
distinguished through any (potentially infinite) sequence of
methods of the public interface of the object, then we say
that the two sequences are equivalent.
The second concept to express within our framework is a
characterization of the differences between two executions. In
particular, we are interested in quantitative metrics of such
differences to measure the amount of redundancy between
equivalent sequences. For this purpose, we are investigating
various distance metrics based on dynamic analysis such
as execution traces. The idea is to extract traces from the
execution of both the original and the equivalent sequence,
and to compare the two traces to detect any difference in
the behavior of the program. To quantify the differences
between traces we are experimentally evaluating various
distance function, including some inspired by DNA alignment
algorithms [6] and others used for fault localization [15].

4.2

Observing Intrinsic Redundancy

To characterize intrinsic redundancy, we have first conducted an empirical study to quantify the presence of semantically equivalent sequences of methods, especially in reusable
libraries. We systematically studied and documented the
equivalence of some Java libraries and applications of nontrivial size and complexity, such as Apache Ant, Apache
Lucene, Google Guava, Joda-Time, Eclipse SWT, and GraphStream. We identified equivalences between sequences of
library calls by first reading the documentation and later

testing experimentally each pairs of sequences for equivalence.
The results of our investigation are summarized in Table 1.
The notion of redundancy combines equivalence in functionality with diversity in execution. Therefore, once we
identified equivalent sequences of methods, we also tried to
determine to what extent their executions differ. We are
still investigating which distance measure is more suitable
for this purpose, and therefore we do not yet have conclusive quantitative measures of diversity of executions and
therefore of redundancy. However, both a manual inspection
and our previous work suggest that a significant amount of
equivalence indeed corresponds to redundant behaviors [2].

4.3

Characterizing Intrinsic Redundancy

We plan to proceed experimentally bottom-up by first
formulating hypotheses about the source of intrinsic redundancy, and then validating these hypotheses by correlating
the presence of redundancy with one of the hypothesized
sources. During our empirical investigation we observed
plausible and general reasons that justify the presence of
intrinsic redundancy in modern software systems, especially
in modular and reusable components.
Modern development practices naturally induce developers to use reusable components that already implement the
needed functionality. It is common to find several components that provide similar or identical functionalities. For
example, the Trove4j library implements collections specialized for primitive types and overlaps with the standard Java
library. Other similar occurrences of replicated functionalities
can be found in the Apache Ant project.
Performance optimization and context-specific optimization are another source of redundancy. For example, the
GNU Standard C++ Library implements its basic stable
sorting function using the insertion-sort algorithm for small
sequences, and merge-sort for the general case.
Yet another source of redundancy is due to the need to
guarantee backward compatibility. A library might maintain
different versions of the same components to ensure compatibility with previous versions. For example, the Java 7
standard library contains at least 45 classes and 350 methods
that are deprecated and that overlap with the functionality
of newer classes and methods.
Finally, even when and in fact because software is extensively modularized, redundancy occurs as a by-product of
the design of highly configurable and versatile libraries or
frameworks.

4.4

Synthesizing Equivalent Sequences

So far, we have manually identified equivalent sequences
by first identifying possible candidates and then testing the
sequences for equivalence. We are now investigating a searchbased technique to detect intrinsic redundancy automatically.
To automatically generate an equivalent sequence, we need
to find a sequence of objects and method calls that returns
the same result as the original one and leads to a state

that is indistinguishable through its observable behavior.
We are studying genetic algorithms to synthesize equivalent
sequences. In particular, we are considering a two-stage
approach that first generates candidate equivalent sequences,
and then refines the result by removing spurious sequences
that can be shown not to be equivalent.
The approach starts with a target method for which we
want to find an equivalent sequence. In the first phase, we
generate a set of usage scenarios for the target method. We
then exploit a genetic algorithm to synthesize sequences of
method calls that behave as the target method on all usage
scenarios. In the second stage, we remove spurious results,
that is candidate sequences whose behavior diverges from
the original one. We exploit a genetic algorithm to generate
counterexamples that invalidate the equivalence between the
original and the candidate behaviors. If the algorithm can not
synthesize a counterexample within a fixed amount of time,
we consider that candidate as a valid equivalent sequence.
We performed a preliminary evaluation to prove the feasibility of the approach. We selected few simple examples, as
the Stack class of the Java standard library. The approach
succeeded in generating equivalent sequences for methods
such as pop(), push() and remove().

5.

EVALUATION PLAN

We plan to evaluate our study on software redundancy
through an extensive and systematic empirical evaluation.
The objective of the evaluation is to validate the proposed
formalization, the characterization, and the automatic identification of intrinsic redundancy.
First we plan to extend our preliminary study on the
pervasiveness of intrinsic redundancy at the method level.
We plan to investigate subjects of different size, complexity,
application domains, design paradigms, and programming
languages. We then plan to evaluate our characterization of
intrinsic redundancy by correlating the presence of intrinsic
redundancy with our hypotheses on the nature and the origin
of intrinsic redundancy. Again, our goal is to determine if
and to what extent these aspects induce various forms of
redundancy.
We plan to investigate the accuracy of the framework to express sequences of methods that can be considered redundant
by comparing the equivalent sequences identified according
to our definition with an intuitive notion of redundancy based
on human independent judgment.
We plan to evaluate the effectiveness of the automatic
identification of intrinsic redundancy through a comparative
study that compares the equivalent sequences manually identified with the ones automatically identified. We will take
into consideration several applications and libraries to reduce
possible bias due to either technical or environmental aspects
of the software systems.
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